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1. BRI

Transformer

Core of the Transformer is Self Attention as in the original paper: “Attention is all you need”.
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Figure 1: The Transformer - model architecture.
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miBER:
- ZEEHNH (Multi-Head Self-Attention)
- AMRMAML (Feedforward Neural Network)
- JH—1t(Layer Normalization)
- J&ZEJE# (Residual Connection)
R ER:
- Wi EEE S (Masked Multi-Head Self-attention)
- YmEB-fEB B3 E S (Encoder-Decoder Attention)
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FIEEMNARENERSHALUE, RNESHERBLRE, REIISGHHE,
z=x+po xiiE}\LjJ'I'EJ, pi‘fﬁﬁﬁlﬂo

ZFEAHH - Multi-Head ¥l ELET S $ Ik S 1R FHHITRIEEE S
BIRAREM L - FNN(x) = W Relu(W x + b)) + b i FEE MM Z
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d = 512,d__ = 2048, ¥ FH —"token:x €512 x 1.
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T B EE S (Masked Multi-head Self-Attention) : &5 4 B XA,
AhFEFERRAR, BESEITENANEFEREELE, RIS



token REEEHIE ER ETX, MMk BB (auto-regressive) &
o

2. Encoder-Decoder Attention:iX 212 Encoder 4RIZRI“IEAELE R> T

Decoder IE7E 4 B ROHI H BXREZFEAIFTE, Query £ H Decoder (Ll
A RHIERS) ;Key/Value B Encoder (BN A G FHIE L RTR)

Ev=waLlhil

IR B ERBIEIR A SHRNNALEKF SR, FEBERKRE, MEE
BEANGREERHIRAMAMERERBIX R,

FITIETHE B F &1 token Z AT E XKBIME, TransformergeFH+4T
WIEFF, KigREME,

REAHRIE,

LT A
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Self-Attention#&l:
BEETRANEZEMARITETEANE, FHAXENEMNE (Value),

Attention(Q, K, V) = softmax( oK 14
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MultiHead(Q,K,V) = Concat(head.,.., head )W"
head = Attention(QW °, KW ,vyw )
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- REREXTRANTEES . REF IS, RN TRFHERMER,

mREBREEN:

MaskedAttention(Q, K,V) = softmax( o 4 M)V;
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2. BERT, GPT, ToZEWME H
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HEFTransformerfIFMINZKIEEREE B R BES LB IEG T FEREWH,
RIS %:

e EncodertZZ!  NAERIBIFI5, EEIRENE TXRIE (BERT),
e DecodertE® (N A SEBREY, ESBEIFERES (GPT),
e Encoder-Decoderi&Z®!. &4 =F&, EEFIEFIES (TH),




BERT : Bidirectional Encoder

Representation from Transformers
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#1318 E A (Masked Language Model) : TE 5 A X AP REHEE S
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T—aFN: YSER IR X AR ENEBaF, REEERES,

3. WA,

GPT : Generative Pretrained Transformer
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Decoder OnlyZE#y, FRE R BEIFESR, NAE@RBHRE
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BTN T —Token
WMIANIE, TERTXAARES, XN FER, BEER,

Text-to-text Transfer Transformer

StEEncoder-DecoderZ#

FRUNER : XARIEZE : KL BertBIMLM, B LUELHER £ M token, EEE:
TE5 A XA R FEALN PR ER 43 Bk sk 1R, LR R § SEEMIXX A,
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B EES (TN T — MRS Masked LM) EZ I EEME, HBHRIiLE
FRSEAMNEBEEEMELEREED, MIERERBEEES,



BoE g B 727514 Token

MU RHHIEE T ERRTEENE (SHE),
KRWMEF BT Scaling Laws (Kaplan et al., 2020) : &K, FiEiIZ
token Hth EiR—FE LLHIIBM, BENHIMRIIZ” (undertrained),

| REAE | KREDR | YIZK Token $(ZKE ) | BIRAE (hE) |
Jmemee | = R o |

| ~100M Z%k | /ME41E EHEEY (JNDistilGPT) | 10°(1B) | %+ GB |

| ~1B &%t | GPT-2 Smalll |10°(10B) |BGB |

| ~6B 2% | GPT-J /GPT-NeoX |10"(100B) |TB4 |
| ~70B &%k | LLaMA-2 / Falcon-70B | 2x102(2T) |#+ TB |
| ~1T &% | GPT-4 %5l |10=(10T) |#&ETB |
o A LLBIFE  BIEIIZK Token 3 » 20xS $i = (tokens) f5la0: — 4
70B 2B F RIIZRLY 1.4T tokens,
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g FHA1{# A A100 GPU(80GB) =% H100 GPU(80GB) :
REES | GPU 255! |GPU #i2 | BB = (Tokens) | YIZkEtiE (&) |
R R [ ooeeeees R e |

| GPT-2 (1.5B) | V100 x 32 |32 GPUs |40B |~1@ |

| GPT-J (6B) | A100 x 64 |64 GPUs |400B | ~2-3 @& |

| LLaMA-2 70B | A100 x 2048 |2048 GPUs | 2T | ~3-4 & |
| GPT-4 4 | H100 = 10,000+ | i/ GPUs | 10T | A% |
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| Web XA | 50-70% | Common Crawl, Wikipedia | i8S £#&4 |



| Books / Papers | 10-20% | BooksCorpus, ArXiv | K ETX. B#E % |
| Code | 10-20% | GitHub, StackOverflow |fEFIEfE |
| Dialogue / QA | 5-10% | OpenAssistant, Reddit | XE4&# |
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e X F (Dedup);
o EERM;
o HIIRIIE;
o AR (tokenize, normalize),
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SFT (1% 1) 5-Continue Pretraining

SFT B—MELMER, AFERERES EMBETIISHIRE, M TEEEFE
mE—TEREMNESHIRARES.
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JELE ML) JTHEERE MR FRE.

) RIFAH:: Prompt 5 RAGH AR

Prompt Engineering: Few-shot/Zero-shotig i it RN,
Chain-of-Thought (R4 4% ) HIZBEHEIES| S AL, In-context LearningfJ £
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RAGK R1858 : 1 R 28 (M EHURFEIFAISS) 5 4 A28 (LLM) FIIHRIFREE, SXi %
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MoEZE# B AT REAMIRBNH (GateMBIRBETR), MEUHENITEXRE
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LRSI CLIPHIER IR EE= ) (Image-Text PairfZ4F{EZE A ) , FLAVARY
BEZESEREN (G- RBPHFLEZESHA),
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